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Abstract 

Over the past years the cloud has evolved into a more secure and accessible range of services. Yet, 

despite the advantages of cloud services, Electronic Design Automation (EDA) industry resists to 

adopt those services although EDA applications require processing and storage capacity, which are 

available in the cloud. This work presents an evaluation of the different types of clouds and its 

providers and proposes an implemented solution of EDA integrated with Amazon Web Services, 

focused on transposing all the computation into the cloud. Moreover, this approach involves Elastic 

Cloud Computing (EC2) computing, Simple Storage Service (S3) storage and RDS database services 

to be integrated with AIDA, an analog integrated circuit design automation environment. The end 

result is a scalable version of the AIDA application using Cloud Computing for all the processing.  
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Resumo 

No decorrer dos últimos anos a cloud tornou-se num conjunto de serviços mais seguros e acessíveis. 

Contudo, apesar das vantagens da cloud, a indústria de Automatização de Projeto Eletrónico (EDA) 

resiste em adotar os serviços da cloud. As aplicações EDA necessitam de capacidade de 

processamento e armazenamento, que estão disponíveis na cloud. Este trabalho apresenta uma 

avaliação dos diferentes tipos de cloud e dos seus fornecedores e propõe uma solução implementada 

de EDA integrada com a Amazon Web Services, tendo como principal enfoque transpor toda a 

computação para a cloud. Além disso, esta abordagem envolve os serviços Elastic Cloud Computing 

(EC2) de computação, Simple Storage Service (S3) de armazenamento e RDS de base de dados, 

que são integrados com uma ferramenta de desenho automático de circuitos integrados, AIDA. O 

resultado final é uma versão escalável da aplicação AIDA recorrendo à computação na cloud para 

executar todo o processamento referente à geração do layout. 
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1 Introduction 

Throughout the last decade, since the release of the first cloud platform by Amazon in 2006 until the 

present day, when Amazon Web Services (AWS) is established as one of the market leaders and an 

Interface as a Service (IaaS) platform reference, Cloud Computing has played a huge role in the 

Information Technology (IT) industry, making software even more attractive as a service and shaping 

the way IT hardware is designed and purchased. 

In the early days of cloud, the efforts of vendors like Amazon or Google focused on attracting young 

companies or startups that no longer required the large capital outlays in hardware to deploy their 

service or the human expense to operate it. Later on, this appealing business model of Cloud 

Computing, based on the provision of virtualized computing resources (namely servers, storage, 

network, development environments and even entire applications) in the form of pay-as-you-go remote 

services that can be consumed and managed over the Internet [1] [2], is what attracted the enterprises 

and larger companies.  

The origins of Cloud Computing are tied with the past as the basic concepts behind it have been part 

of the IT industry all along. Back in the 1960s the big sized mainframe computer was a centralized 

computing platform with terminals used by multiple end users. Due to the elevated costs to acquire 

and maintain mainframe computers it was not reasonable to buy and maintain one for every 

employee. In addition, the typical user did not need the processing power or the large storage capacity 

offered by a mainframe. The solution was to provide shared access to a single resource managed by 

a small staff. 

The evidences of mainframe computing environments resembling today’s cloud extend to a deeper 

level. Similarly to today’s cloud modern system, security, account management, backup and recovery, 

system upgrades, and customer support were components maintained by a centralized IT staff who 

managed the mainframe. 

Currently, developers with original ideas for new Internet services no longer need the large capital 

expense in hardware to deploy their service or the human expense to operate it. In fact, developers do 

not need to be concerned about overprovisioning for a service whose popularity does not meet their 

predictions, thus wasting necessary resources, or under provisioning for one that becomes wildly 

popular. 

1.1 Purpose and Methodology 

Electronic Design Automation (EDA) is becoming ever more important with the continuous scaling of 

semiconductor devices and the growing complexities of their use in circuits and systems. New 

challenges to design automation systems are raised with the demand for lower-power, higher-

reliability and more agile electronic systems. 

The purpose of this thesis is to study the advantages of Cloud Computing services in a specific 

solution of EDA, AIDA [25], which requires high computational power and scalability in order to suit the 
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complexity required from AIDA application. With the intent of comparing the runtimes of various 

circuits, different amounts of cores were used. Due to legal and licensing limitations, only the layout 

generation, which does not use any external tool, is moved to the cloud. 

A preliminary evaluation of the cloud and all providers, according to the type of service they sell, is the 

first step of this work in order to investigate what cloud provider better suits the requirements of AIDA. 

Secondly, the functionalities of the application are identified with the correspondent cloud services, in 

particular (i) the computational service EC2, (ii) a database service Amazon RDS and (iii) a storage 

service Amazon S3. During this process the architectures of each of the required cloud services are 

analyzed and a global architecture for the application with the integrated cloud services is defined. 

Thirdly, the architecture is used as a blueprint to develop and implement the application. The 

subsequent steps include a guide to start, setup and launch the cloud services needed. Finally, the 

implemented solution is tested with two distinct circuit examples, LNA and Voltage Combiners, using 

different computational resources to acquire some performance results. 

 

1.2 Document Structure 

According to the purpose and methodology described in Chapter 1, this document is subsequently 

organized as follows: 

Chapter 2 provides a detailed review of Cloud Computing concepts and structure, which are 

necessary to understand this work and compare the service providers. EDA industry and existing 

cloud solutions are also presented. At the end of this chapter, one service provider is selected to be 

used in this study. 

Chapter 3 addresses AIDA and the cloud services architecture, as well as a global architecture for the 

application integrated with the cloud services. The analyzed cloud services are Amazon RDS for 

database, Amazon EC2 for elastic computing and Amazon S3 for storage. 

Chapter 4 describes the implementation of the proposed solution with a detailed guide to setup and 

launch the services involved, and to integrate them within the application. 

Chapter 5 describes the implemented solution performance results on two different case studies 

examples. 

Chapter 6 presents the conclusions of this study and draws possible future work to be further 

developed in subsequent, related studies. 
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2 Cloud Computing and EDA 

2.1 What is the Cloud 

Nowadays, most ideas that have turned into a business and that aim at increasing sales require 

business applications (ORACLE, SAP, and MICROSOFT), which are very expensive. In fact, each 

business application is part of a complex system as they require a datacenter with office space, 

power, cooling system, networks, servers and storage, a complicated software staff and a team of 

experts to install, configure and run them. Furthermore, development, testing, staging, production and 

failover environments are needed. It is also important to take into account that, in case of a technical 

problem, the technical support re-directs it to another entity. In addition, when new versions emerge, it 

is necessary to upgrade the old version, which has the potential risk of bringing down the whole 

system. This scenario applies to each app, and the number of problems significantly increases in case 

of using multiple apps. In this context, it is clear why the largest companies with the best IT 

departments do not have all the required apps. Accordingly, this situation affects the small businesses 

with lack of economic power to a greater extent. 

Cloud Computing presents a better alternative to run a business. In this case, companies do not run 

their applications themselves. Instead, applications run on a shared datacenter, to which companies 

simply need to plug in like a utility, this being a much faster and cheaper way to get started. This is 

similar to comparing Gmail and Microsoft exchange. Specifically, with Gmail the user does not need 

servers or storage on his machine, nor a technical team to keep it running, or upgrades. Similarly, 

when using any application that runs in the cloud, it is simply required that the user logs in and 

customizes it before starting to use the app.  

This model changed the way people think about software, not just for consumer applications but also 

for business applications or Enterprise Cloud Computing apps, such as Customer Relationship 

Management, Human Resources, Accounting or custom build apps. The success of cloud systems 

can be explained by the fact that it allows applications to be up and running in short period of time (a 

few days), unlike when using traditional business software. Another relevant aspect is the lower cost, 

because it is not necessary to pay all the people, products and facilities to run the apps. In addition, 

cloud is also more scalable, more secure and reliable than the vast majority of apps. Overall, what 

allows these benefits is that cloud is based on a multi-tenancy architecture. In a multi-tenant 

application there is not a copy of the application for each business that is using it. Instead, there is one 

single application shared by all, but flexible enough to be customized by every user according to their 

specific needs. In this sense, applications are elastic, being possible to scale up to tens of thousands 

of users or down to only a few. Moreover, automatic upgrades enable application security and 

performance enhancement, as well as new features. Regarding the payment of cloud apps, a 

predictable monthly subscription is used, as opposed to buying servers and software. In this sense, 

users only pay for what they use. Moreover, cloud applications do not overconsume valuable IT 

resources. 
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As defined by the National Institute of Standards and Technology, “Cloud Computing is a model for 

enabling ubiquitous, convenient, on-demand network access to a shared pool of configurable 

computing resources (e.g., networks, servers, storage, applications, and services) that can be rapidly 

provisioned and released with minimal management effort or service provider interaction.” [3]. 

This cloud model is composed of five essential characteristics, three service models, and four 

deployment models, which will be explained in the next chapters. 

 

2.2 The five essential characteristics of Cloud Computing 

On demand self-service is the first characteristic, which refers to the service provided by Cloud 

Computing vendors that enables the provision of cloud resources on demand, such as computing 

power, storage, networks and software by the consumer whenever they are required. The end user 

accesses these services through an online control panel without requiring human interaction with the 

service provider. 

Broad network access establishes that resources and capabilities of Cloud Computing are available 

for access from a variety of devices, such as smartphones, Personal Computers, Macs or tablets. 

These resources are also accessible in any given location that offers online access. 

There are four kinds of access depending on the cloud being public community, private or hybrid, 

corresponding to the four deployment models, according to NIST, which are described on chapter 3.5. 

Resource Pooling is recurrently mentioned when the theme is Cloud Computing and is often linked to 

the multi-tenancy term, which refers to the feature of a software program that enables an instance of 

the program to serve different consumers (tenants) whereby each is isolated from the other. The idea 

behind resource pooling is that the cloud providers serve multiple clients, customers or tenants with 

scalable and provisional services. The type of services provided include processing, bandwidth, 

memory, storage, network and virtual machines, and the levels of service can be changed by the end 

user without being restricted with any limitation of physical or virtual resources, giving the sense of 

infinite or immediately available resources. 

Rapid Elasticity represents the scalable provisioning or the capability to provide scalable services. 

This characteristic is very attractive by the consumer point of view because removing or adding 

additional space in the cloud or other type of services can be requested automatically in a way that the 

resources appear to be infinite and promptly available. 

The elasticity or scalability takes form in two ways, horizontally and vertically. The first is related with 

adding or removing nodes, servers or instances to or from a pool like a cluster. The second is done by 

adding or removing resources to an existing node, server or instance to increase the capacity of the 

node, server or instance. The most used type of scalability is the horizontal method, because it is the 

easiest to implement nowadays. An example is adding a load balancer in front of a farm of web 
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servers that distributes the requests. Vertical scaling usually is less dynamic due to the requirement of 

rebooting systems and occasionally adding physical components to servers. [4]. 

Although elasticity is a great feature there are some aspects to take into consideration. For instance, if 

by mistake an application has a CPU usage spike during the night, the consequence would be to have 

the application processing power expanded by thousands of virtual machines overnight, increasing the 

customer billing price and environmental footprint. 

Another situation that raises some concerns and prior thought is the software licensing impact. If an 

application uses licensed software, increasing the number of instances will also require obtaining 

additional licenses or at least validate it with the licensing model. 

Measured Service is the last of five essential characteristics of Cloud Computing and refers to 

services where the cloud provider is able to measure or monitor the provision of services for different 

reasons, as well as billing, effective use of resources, or overall predictive planning. This is what is 

happening with cloud infrastructures. Every single component is measured to deliver an accurately 

product to the end user. CPU performance, memory utilization, available application, network 

bandwidth, and any aspect of the cloud solution are measured. This makes possible to deliver a 

service that performs at a level that meets the end user’s expectations, while simultaneously accurate 

numbers are provided to upper management level, enabling them to measure the total cost of 

ownership and return on investment generated by the infrastructure. 

 

2.3 Cloud Computing Service Models 

The three main categories of cloud service models are: “Infrastructure as a Service”, “Platform as a 

Service” and “Software as a Service”. This classification is relevant to establish the role that a 

particular cloud service satisfies, and how that service accomplishes its role. 

Infrastructure as a Service (IaaS) is the lowest level cloud service and works as a self-service model 

for managing remote data center infrastructure. Computing resources such as storage, networks or 

servers are provided by IaaS over the Internet hosted by a third party such as Amazon Web Services, 

Microsoft Azure or Google. Instead of an organization acquiring hardware, companies acquire IaaS 

based on a consumption model, where the company only pays for what it uses, similarly to buying 

electricity. This model makes possible for companies to add, delete or reconfigure IT infrastructure on-

demand. Many IT organizations with years of experience in virtual environments or strict security or 

regulation requirements rely on IaaS. Popular IaaS offerings like Amazon EC2, IBM Soft Layer, and 

Google’s Compute Engine are silently powering a huge portion of the backbone of the Internet. 

The Platform as a Service (PaaS) layer enables organizations to build, run and manage applications 

without the IT infrastructure. This accelerates and simplifies the process of developing, testing and 

deploying applications. In this context, developers can focus on writing code and create applications, 

instead of working on IT infrastructure activities such as provisioning servers, storage and backup. 

PaaS helps reducing the costs and management overhead, while at the same time makes it easier to 
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innovate and scale the services on demand. PaaS offerings usually consist of a base operating 

system and a suite of applications and development tools. It is also often called “middleware”, due to 

how it conceptually makes the connection between SaaS and IaaS. Examples of PaaS include the 

original SaaS giant Salesforce with Heruko, AWS Beanstalk, Microsoft Azure and Google’s 

Applications Engine. Each of these services incorporates an operating system, programming 

language, and execution environment. 

The Software as a Service (SaaS), known as ”on-demand software”, replaces the traditional on-

device software with one that is licensed on a subscription basis. It is centrally hosted in the cloud and, 

in general, end users access its services through a web browser, the user’s operating system being 

irrelevant. The billing system is based on consumption or on a flat monthly charge. Organizations of 

different kinds and sizes are adopting the SaaS philosophy with products like Office365 and 

Salesforce. In fact, many individual users unabatingly use SaaS products, such as Dropbox and 

Google Apps. 

 

 

Figure 1 – Cloud Computing service models. 

 

Figure 1 illustrates how the three Cloud Computing service models are connected between 

themselves and also the way they relate with vendors, developers and end users. The form of a 

pyramid was used in order to better represent the model, as it is not possible to build the layers above 

before having the layers below implemented. From the technical point of view, IaaS gives the most 

control but requires extensive expertise to manage the computing infrastructure, while SaaS allows 

the use of cloud-based applications without needing to manage the underlying infrastructure. Taking 

as an example Gmail, on the higher stack of the pyramid, SaaS requires less technical skills and is 

simple to use, the benefits provided to the organization or individual being almost immediate. This 

results on an increment of automation or streamline workflows, becoming more efficient. On the other 
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hand, IaaS enables almost full control over server instances, leading to a highly customizable but 

relatively complicated environment. 

Figure 2 provides a visual representation of the cloud service models and its varying levels of control 

between customer and provider, over assets and services. 

 

 

Figure 2 – Architecture and levels of control over assets and services in Cloud Computing. 

 

Having explained the three service models of cloud, it is now important to address what cloud service 

model is right for the application, whether in business or personal context. A specific tool should be 

used for its particular purpose and there are three main factors that determine which cloud service 

model to use. 

The first factor is related to deciding whether to build its own code and to pay for a SaaS solution to 

provide the solution on demand. Secondly, performance and scalability requirements of the application 

differentiate between PaaS and IaaS. Specifically, PaaS solutions must provide auto scaling and 

failover capabilities for all tenants of the platform, thus being difficult to achieve a very high scale. On 

the other hand, regarding IaaS, it is up to the consumer to decide how to scale and prevent failover. 

Finally, the third factor is security. It is important to understand the backup plan of the cloud vendor in 

case of an outage or a crash. 

To sum up, the choice of one model or a combination of models should leverage different kinds of 

benefits in order to free the time spent working on the IT structure of a business and focus on the 

business itself. Table 1 summarizes the advantages and disadvantages of IaaS, PaaS and SaaS. 
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Table 1 – Advantages and disadvantages of each cloud service model. 

Service 
Model 

Advantages Disadvantages 

IaaS 

 Full control of processing inside 
Virtual Machine (VM). 

 Customers can run anything 
inside their VM. 

 Simplifies integration with 
enterprise infrastructure. 

 Runs and controls a virtual 
infrastructure without the 
overheads of cost and 
maintenance from running own 
hardware. 

 Potential for greater power 
efficiency through 
specialization. 

 Easier security management 
with a single-tenant facility. 

 Most expensive as the provider can charge 
for every cycle, bit of Random Access 
Memory (RAM) or disk space used. 

 Customer is responsible for backups. 

 Customer is responsible for all aspects of 
VM Management. 

 No control over which server or the 
physical (geographical) location of the VM. 

 Tendency to choose locations away from 
premium areas and network hubs. 

 Distracting to the core business. 

PaaS 

 Cost effective in comparison to 
IaaS, as it corresponds to 
leasing the software platform, 
not a resource. 

 The costumer can bring its own 
software to run on the platform, 
thus having full control of 
software. 

 Full control over the users 
accessing the software and the 
processing of data.  

 Minimal management of the VM 
(handled by the provider). 

 No control over the VM or processing of 
data, which represents a big security risk 
as the costumer does not know what is 
happening with its data. 

 Possibly no control over platform, 
depending on Cloud provider. 

 Platform is most likely a shared platform. 

 The costumer is responsible for updates 
and upgrades of application. 

SaaS 

 The most cost effective Cloud 
Service as the costumer only 
leases the software and not the 
resource. 

 SaaS requires minimal planning 
and is easy to setup. 

 Rapid deployment as the 
software is fully provisioned on 
demand. 

 The customer does not need to 
worry about the management of 
applications, as this is all 
handled by the provider. 

 Software is usually very stable. 

 The customer has no control over the 
system processing its data. 

 No control over which customers use the 
software; the software is used by a large 
amount of users. 

 Little or no control over the software 
parameters. 

 Little control over deployment, upgrade and 
testing methodology (e.g. Dev, UAT, Live 
systems availability). 

 Integration with other software on any other 
systems is either difficult or unsupported 
(e.g. single sign-on). 

 Security and data concerns over access 
management and privacy of sensitive data. 
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2.4 The Architecture of Cloud Computing  

Typically, Could Computing systems involve different cloud components communicating with each 

other on a system that functions like a messaging lineup. How these components interact is what 

determines the scalable nature of an infrastructure. There are two main layers that make up a scalable 

cloud architecture, front-end and back-end. The front-end and back-end are connected to each other 

via a virtual network or the Internet. 

Front-end is the side that is visible to the client, customer or end user. It includes the client’s 

computer system or network that is used for accessing the cloud system. Different Cloud Computing 

systems have different user interfaces. For example, email programs support is driven from web 

browsers like Firefox, Chrome and the Internet Explorer. Mobile application based front-end clients are 

increasingly more common nowadays. Moreover, most of these browser based clients do not usually 

do any real processing. 

The back-end area is where all the backbone needed for cloud architecture is. This is composed of 

server farms in a datacenter that house virtualized servers, virtual networks, shared storage security 

mechanism and services, all built in conformance with a deployment model. 

Central server is responsible for system management, traffic, requests of the clients and monitoring, 

thus providing a stable functionality of the system. 

Physical bare-metal servers have special operating systems installed, which are called hypervisors. 

The latter uses well-defined protocols allowing multiple guest virtual machines to run concurrently. The 

hypervisor guides communication between its containers and the connected world beyond. 

Cloud Computing architecture is a modular system containing four layers: hardware layer, 

infrastructure layer, platform layer and application layer. 

The main responsibility of hardware layer is the management of physical cloud resources, such as 

servers, routers, power and cooling systems management, while at the same time it also looks after 

the system fault-tolerance management. In general, this layer is represented by datacenters that can 

host thousands of servers. Infrastructure layer refers to the virtualization layer because it is reached by 

applying different virtualization techniques over the available physical resources. Platform layer 

includes applied operating systems and application frameworks. The application layer is situated at 

the top of Cloud Computing architecture and consists of the front-end area. 

All applications are controlled, managed, and served in a Cloud Computing architecture by a cloud 

server. Its data is replicated and preserved remotely as part of the cloud configuration. Nearly limitless 

efficiencies and possibilities can be created with a well-integrated cloud system. 

The architecture described above is schematically represented in Figure 3. 
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Figure 3 – Illustration of the platform architecture typically used in Cloud Computing. 

  

Hardware

Infrastructure

CPU Memory DiscBandwith

Servers Networks Storage

Platform
Development Tools Basic Middleware

• Database Services
• Application Server

Virtualized Resources Virtualized 
Image

• QoS Manager
• Workload Data
• SLA Management

Application

Buisness 
Applications

Web 
Services

Multimedia
Secu

rity an
d

 R
isk M

an
agem

en
t

IaaS
Infrastructure
as a Service

PaaS 
Platform      

as a Service

SaaS 
Software 

as a Service



  

11 
 

2.5 The four deployment models of Cloud Computing 

A cloud deployment model is represented by a particular type of cloud environment, firstly 

distinguished by ownership, size and access. There are four deployment models of Cloud Computing: 

public, private, hybrid and community. 

Public Cloud Computing is when an outside company hosts servers or other resources that the 

company uses for its employees. This type of cloud providers are responsible for the management of 

the infrastructure and pool resources into the capacity required by its users. Services and account 

management are accessed using a web browser, and public cloud deployments are often used to 

provide online office applications, storage, testing and development environments or simply web-

based email. Some examples of these Cloud service providers are Amazon EC2, Office365 and 

Dropbox. 

The data created and used by consumers is normally stored on the servers of the third party vendor, 

which constitute two of the biggest drawbacks of public cloud: data security and data privacy. This 

means that users are not aware of where their data is stored, or what kind of system is used to back it 

up, and if unauthorized users can get access to it. Finally, reliability is another issue, since costumers 

of Cloud Computing daily demand a consistent access to their services and data. Therefore, when an 

outage happens for example on Amazon Simple Storage Service (S3), companies like Netflix or 

Reddit that rely on AWS will have their services down. The advantages of public cloud include 

availability of data and continuous uptime, technical expertise always available, and on demand 

scalability. It is easy and inexpensive to setup and there are no wasted resources. 

In a private cloud solution, only company employees can access the secured data within the 

company own firewall and the company is responsible for operating its infrastructure and datacenter. 

The private cloud can be physically located at the company’s datacenter, or it can be hosted by a third 

party service provider. Nevertheless, on a private cloud the hardware, software and resources are 

dedicated solely to a specific organization. 

A private cloud provides more security and privacy than a public cloud and the major drawback is its 

higher cost due to the cost of purchasing equipment, software and staff. 

There is still the third option, hybrid cloud, which combines the two previous ones, namely when an 

organization prefers to keep confidential data secured on their private cloud and make more generic 

and sharable content on a public cloud. An example of this hybrid model would be a company using a 

public cloud for high-volume, lower-security needs such as web-based email, and the private cloud for 

business specific operation like financial reporting.  

Hybrid clouds can offer the cost and scale benefits of public clouds, while also being able to ensure 

the security and control of private clouds. The advantages of this model are reduced capital expenses 

because the company’s needs and infrastructure are responsibility of public cloud providers, improved 

resource allocation and cloud-bursting support. On the other hand, the drawbacks include the 

complexity to manage two different cloud systems unified, the higher possibility for the data to 
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accidentally flow from a private environment to a public cloud, as well as the privacy and security 

concerns with classified data of a public cloud. 

A community cloud is classified somewhere between public and private clouds regarding the target 

set of consumers. Although it is a private cloud, the infrastructure and resources are exclusive to two 

or more organizations that have common privacy, security and regulatory considerations. This model 

intends to achieve a reduced cost setting up a communal cloud, because the costs are divided among 

all participants, the management of the cloud being outsourced to a cloud provider that would be 

impartial and without any preference to any of the clients involved in the community cloud. The 

disadvantage is that the costs are still higher than in public cloud, as well as the existence of a fixed 

amount of bandwidth and data storage to be shared among all community members. 

Table 2 summarizes the main differences between the public and the private cloud solution. 

Table 2 – Public, private, Hybrid and Community cloud main differences. 

Feature Public Cloud Private Cloud Hybrid and Community Cloud 

Tenancy 

Multi-tenancy: the data 
of multiple organizations 
is stored in a shared 
environment. 

Single tenancy: only 
the data of a single 
organization is stored 
in the cloud. 

Data from multiple organizations 
is stored in a shared 
environment. The data stored in 
private cloud is kept private by 
the organization. 

Customer 
Access 

Anyone can use the 
public cloud services. 

Only the company 
itself can use the 
private cloud. 

Services running on private cloud 
can be accessed only by the 
company’s users, while the 
services running on public cloud 
can be accessed by anyone. 

Datacenter 
Location 

Anywhere on the internet 
where the cloud service 
provider’s services are 
located. 

Inside the 
organization’s 
network. 

Inside company network for 
private cloud, as well as 
anywhere on the internet for 
public services. 

Connectivity 
Supports Internet 
connectivity. 

Connectivity over 
Internet, fiber, and 
private network. 

Connectivity over Internet, fiber, 
and private network. 

Security 
Level 

Suited for less 
confidential information. 

Suited for Secured 
Confidential 
Information and Core 
Systems. 

Control of security level between 
private and public clouds. 

Scalability Very high. Limited. Very high. 

Cost 

Lowest cost, pay-as-you-
go model and no need 
for on premises storage 
infrastructure. 

Good, but requires 
on-premises 
resources, such as 
datacenter space, 
electricity and cooling. 

Improved, since it allows moving 
some of the storage resources to 
a pay-as-you-go model. 
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2.6 Cloud providers comparison 

In order to select the cloud provider that suits this work the best, it is necessary to analyze the 

available options on the cloud market, as well as to define the kind of service model in which the work 

of this thesis consists. 

According to the Clutch, the best cloud service providers in 2018 are Atlantic.net, Amazon Web 

Services, Microsoft Azure, Google Cloud Platform, IBM Cloud, Rackspace, GoDaddy, Verizon Cloud, 

VMware, Oracle Cloud, 1&1, DigitalOcean, Red Hat, MageCloud eCommerce, CloudSigma, Hyve, 

Ubiquity Hosting, Togglebox, Navisite, Vultr [5]. Table 3 defines the target customers for the most 

important clouds. 

Table 3 – Cloud providers and target customers. 

Cloud Provider Suitable for Not suitable for 

Google Cloud Platform: 
Developer products and cloud 
technologies hosted by 
Google. 

Developers seeking a streamlined 
cloud ecosystem for development 
and deployment. 

Users seeking a managed 
cloud platform, simple cloud 
based tasks. 

Amazon Web Services: 
Highly scalable, complete, 
cloud platform. 

Cost-effective cloud tools for 
business operations, high 
scalability and availability. 

Users seeking open-source, 
operating without internal 
management. 

Microsoft Azure: IaaS and 
PaaS computing for 
development, deployment, and 
management. 

Enterprise clients familiar with 
Microsoft products, robust 
development and deployment. 

Managed cloud, or those 
unfamiliar with Microsoft 
products. 

IBM Cloud: Multifaceted cloud 
offerings for business 
operations. 

Business users seeking, bare 
metal servers, infrastructure, and 
analytic tools. 

Minimal cloud functions, 
simple storage and 
computing needs. 

Rackspace: Dedicated 
servers and infrastructure 
services. 

Powerful managed hosting with 
various managed services. 

Complete cloud ecosystems, 
interconnected PaaS and 
IaaS. 

GoDaddy: Small business 
tools for websites domains, 
hosting, and cloud tools. 

Small businesses seeking website 
tools such as domains hosting, 
and basic cloud services. 

Enterprise clients, those 
seeking extensive control of 
cloud services. 

VMware: Virtualization public 
cloud with hybrid capabilities. 

On-going testing and 
development of applications, 
users familiar with vSphere. 

Simple, private computing 
platforms, or those without a 
need for virtualization. 

Oracle Cloud: Integrated 
public cloud for business 
applications. 

Enterprise-grade Cloud 
Computing capabilities, including 
SaaS, IaaS, and PaaS. 

Single-user or small business 
user client, simple turnkey 
cloud solution. 

1&1: Website and hosting 
tools with cloud options. 

Small business users seeking 
web tools with hosting options. 

Enterprise clients seeking 
servers with advanced 
configuration tools. 

DigitalOcean: Simplified cloud 
servers for development. 

Users seeking a simple, robust 
cloud server platform with high 
scalability. 

Simple website hosting tools. 

CloudSigma: International 
IaaS provider with hosting and 
computing features. 

Developers seeking a robust 
cloud environment with PaaS 
capabilities. 

Simple website services and 
hosting tools. 
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Regarding Table 3, it is possible to filter some of the cloud providers’ options. IBM cloud is directed 

towards business solutions and not so oriented to simple computing and storage purposes; 

Rackspace is dedicated to hosting services; GoDaddy and 1&1 are better suited for small business 

seeking website tools; VMware main efforts are on testing and developing applications and it is not 

suited for simple, private computing platforms. 

As the purpose of this work is to move an application to the cloud, more specifically to the 

computational and storage part, the SaaS model which utilizes the internet to deliver applications to its 

users can be excluded from the service models options, because this work requires control over the 

platform and infrastructure.  

The selection of a service model from IaaS and PaaS is not evident. Although they are significantly 

distinct, the two models have become more similar due to the integration of new tools with IaaS 

offerings, namely the ability to test, deploy, develop, host and maintain applications in one cloud while 

using another one for the storage, computing and network. 

This thesis intends not only to move an application to the cloud, but also to quickly and regularly scale 

resources, if required. In addition, this work aims to accommodate heavier workloads almost instantly, 

while scaling back during periods of low usage. Not only IaaS is the service model that presents these 

characteristics, but it also has the advantage of lower costs, because there is no need for buying 

hardware, and it is easier to save money on maintenance and controlling costs. Despite IaaS seeming 

like the first option to choose as a service model, a more detailed analysis on IaaS and PaaS is further 

conducted. 

The Cloud Computing market is composed by three main players: AWS, Microsoft Azure and Google 

Cloud Platform (GCP). When it comes to IaaS and PaaS, these two cloud service providers take an 

enormous advantage over the rest of the field. Established at the beginning of 2006, AWS is the 

pioneer and most experienced player on the market, with a vast list of computing services. Microsoft 

Azure was presented in February 2010 and started by passing the enterprise software into the cloud. 

Nowadays, with a full set of services in the cloud, Microsoft Azure can be easily associated with AWS. 

Ultimately, Google entered the cloud market in 2008 with the Google Application Engine (PaaS) and, 

in response to the struggle, they launched some additional tools like storage and IaaS component, 

leading to the creation of GCP on October 2011. 

In order to compare the three providers it was required to define the evaluating criteria or attributes. 

Firstly, despite the means in which they name their various products, the core components of GCP, 

Microsoft Azure and AWS’s public cloud offerings are: Compute, Storage and Networking. Other key 

features discussed are reliability, SLAs (Service Level Agreement), pricing and ease of use. In this 

work, sections like security, compliance, identify management and support are not analyzed because 

they are very similar between the three vendors and they set the standard in the cloud industry. 
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2.6.1 Compute performance 

Elastic Compute Cloud (EC2) is the primary solution of AWS for scalable computing on demand. EC2 

offers a wide range of options, including support for Windows and Linux, various instances, high-

performance computing, auto scaling and more. There is also a solution for web and mobile 

applications, AWS Elastic Beanstalk, which allows the customer to save some money if used instead 

of EC2. AWS offers a free tier for EC2 that includes 750 hours per month of t2.micro instances for up 

to twelve months. 

The most known compute service of Azure is Virtual Machines and it supports Linux, Windows Server, 

SQL Server, Oracle, IBM and SAP. Similarly to AWS, Azure has a vast variety of instances, high- 

performance computing and a strong component of instances optimized for machine learning and 

artificial intelligence. For Windows or Linux B1S virtual machines, Azure offers a free tier of 750 hours 

per month for one year. In addition, Azure has auto scaling services, Batch service and Cloud 

Services for scalable web applications like AWS Elastic Beanstalk. 

The GCP Compute Engine represents the competitor of EC2 and Virtual Machines. It claims both 

custom and predefined machine types, offering a payment for second, Linux and Windows support as 

well as a carbon-neutral infrastructure with an optimized energy consumption. Similarly to the two 

other providers, GCP offers a free tier that includes one f1-micro instance per month during one year. 

For web and mobile applications there is also a solution called Google Application Engine. If 

compared with AWS and Azure, GCP has a shorter list of compute services, although the Kubernetes 

Engine for deploying containers can be considered of great value due to the fact that Google has been 

involved in the Kubernetes project. 

To sum up, Table 4 provides the list of compute services provided from each of these cloud vendors. 

Table 4 – Compute services of each cloud provider. 

Cloud 
Providers 

AWS Azure GCP 

Compute 
Services 

 EC2 

 Elastic Container Service 

 Elastic Container Service 
for Kubernetes 

 Elastic Container Registry 

 Lightsail 

 Batch 

 Elastic Beanstalk 

 Fargate 

 Auto Scaling 

 Elastic Load Balancing 

 VMware Cloud on AWS 

 Virtual Machines 

 Virtual Machine Scale 
Sets 

 Azure Container 
Service 

 Container Instances 

 Batch 

 Service Fabric 

 Cloud Services 

 Compute 
Engine 

 Kubernetes 
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2.6.2 Storage 

Being the pioneer on cloud services, AWS has Simple Storage Service (S3) running for longer than 

any other storage service, and that is a reason for the existence of an extensive documentation 

including many libraries and sample code, as well as tutorials or articles about its usage. The S3 is 

used for object storage, while Elastic Block Storage (EBS) is used for persistent block storage and 

Elastic File System is used for file storage. Regarding archiving, AWS has a service named Amazon 

Glacier, which provides long-term, secure, and durable data archiving at a very low cost. 

Azure Storage is the Microsoft cloud service that provides storage in a highly available, secure, 

durable, scalable and redundant way. The three data services are Blob storage for Representational 

State Transfer (REST) based object storage, Queue storage used for large-volume workloads like 

messages and, finally, the File storage. For archiving, or “cold storage”, which refers to objects that 

are stored for long time and not often requested, Azure has the service called Azure Archive Storage 

at a very low cost price. 

GCP has a smaller menu of storage services, with Cloud Storage as the object storage service and 

Nearline and Coldline as the archival solutions. It also has available a high-performance block storage 

service suitable for Virtual Machines, and a container storage named Persistent Disk [6]. 

Table 5 lists the prices for the main storage services and archiving or “cold storage” of each cloud 

provider. 

Table 5 – Storage price comparison between cloud providers; DRA – Durable Reduced Availability; LRS – Locally 
Redundant Storage; GRS – Geographically Redundant Storage; RA_GRS – Read-Access Geographically 
Redundant Storage. 

 

  

Service Provider GB/month 

Simple Storage Service S3 AWS 0.03$ (standard) / 0.0125$ (infrequent) 

Storage Azure 
0.024$ (LRS) ) / 0.048$ (GRS) / 0.061$ 
(RA- GRS) 

Cloud Storage GCP 0.026$ (standard) ) / 0.02$ (DRA) 

Glacier AWS 0.004$ 

Azure Archive Storage Azure 
0.01$ (LRS) / 0.02$ (GRS) / 0.025 (RA-

GRS) 

Cloud Storage Nearline GCP 0.01$ (storage) + 0.01$ (retrieval) 



  

17 
 

2.6.3 Database 

The extreme importance of cloud databases is removing IT complexities and enabling a more 

business goals-oriented model. Advantages such as having the cloud provider handling installation, 

maintenance and scaling of IT infrastructures or constant upgrades, makes it easier for enterprises to 

save on the operational costs without compromising on security and quality. 

The cloud database architecture can be divided into two categories: relational and non-relational. A 

relational database, typically written in structured query language (SQL), is a set of interrelated tables 

containing data comprised into established categories. Each row contains a unique instance of data 

for the categories defined by the columns. Non-relational databases, often called NoSQL, do not 

require a table model like relational databases. Alternatively, they store content as a single document, 

regardless of its structure. Non-relational databases are used when the demand for performance and 

scalability outweighed the need for rigid data consistency provided by relational databases. An 

example of NoSQL usage would be in social media content, videos and photos. Table 6 provides 

information about the database products offered by the different main cloud vendors. 

Table 6 – Database of each cloud provider. 

 AWS Azure GCP 
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 Amazon RDS (Amazon Aurora, 

PostgreSQL, MySQL, MariaDB, 
Oracle, and Microsoft SQL Server) 

Amazon Redshift (data 

warehouse) 

Azure SQL Database 

Azure Database for MySQL 

Azure Database for 
PostgreSQL 

Cloud Spanner (horizontally 

scalable, strongly consistent, 
relational database service) 

Cloud SQL (Fully-managed 

PostgreSQL and MySQL) 
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Amazon DynamoDB (Key value) 

Amazon ElastiCache (In-memory 
data store) 

Amazon Neptune (Graph) 

Azure Cosmos DB (multi-

model DB for any scale) 

Table Storage (NoSQL key-
value store) 

Cloud Bigtable (Large 

analytical and operational 
workloads) 

Cloud Datastore (web and 
mobile applications) 

O
th

e
r 

AWS Database Migration 
Service 

SQL Data Warehouse (Elastic 

data warehouse as a service 
with enterprise-class features) 

Azure Redis Cache (Power 

applications with high-
throughput, low latency data 
access) 

Bigquery (Fully-managed 

enterprise data warehouse 
for analytics) 
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2.6.4 Reliability and geographic location 

Using AWS, Azure or GCP has the advantage of gaining access to their global infrastructure in order 

to be able to choose a data center that is close to the primary target of users, thus ensuring a better 

user experience with reduced latency. In addition, if cloud users distribute workloads across multiple 

provider availability zones, along with replicate storage, they can mitigate near almost all of the 

outages that may and will occur. As an example, AWS storage service S3 had an outage in North 

Virginia data center that lasted two days, only affecting tenants who did not use different zones for 

storage replication. Nonetheless, AWS, Azure and GCP are in the list of cloud providers who charge 

extra for moving data and instances between zones and regions. 

The map represented on Figure 4 shows all the datacenter locations available for AWS, azure and 

GCP. The locations marked on the map are the ones that support virtual servers, such as Amazon 

EC2, Google Compute Engine and Azure Virtual Machines. This map does not include content 

delivery networks with the purpose to distribute service geographically relative to end users to provide 

high availability and high performance. 

 

Figure 4 – Map with datacenters belonging to AWS, Azure and GCP by 2016 (adapted from [7]). 

 

Two conclusions can be immediately taken from this map. Firstly, none of the three cloud service 

providers has a single datacenter in Africa or Middle East, and the only country with available data 

center in South America is Brazil. The second conclusion is that AWS is the leader in terms of 

available data center locations, comprising twenty seven, twice as many as Azure and more than four 

times as many as GCP. 

2.6.5 SLA (Service Level Agreement) 

Although each company and sector has its own needs, an SLA is crucial when requesting services 

from a public cloud provider due to the transversal importance of safe data storage, easy data retrieval 

and a fast complete disaster recovery. The effects of downtime on business can be very severe, 

causing a revenue loss, business disruption and a fragile reputation. In this sense, SLAs act as both 

the structure and warranty of terms in the relationship between the customer and the vendor. 

Microsoft Azure

Amazon Web Services

Google Cloud Platform
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Regarding SLA, all the three vendors (AWS, GCP and Azure) set the pattern for the industry and are 

very similar. 

2.6.6 Billing and Cost 

Even if pricing should not be the most important or single aspect for selecting a cloud service vendor, 

it should be always considered. Due to the competition between AWS, Azure and GCP, prices are 

often dropping and market strategies are always changing. 

AWS allows customers to have different ways to purchase instances, pay-as-you-go model and 

reserve resources. Users no longer need to spend large upfront expenses. Instead, they pay only for 

what they use and for as long as they need it. Long term contracts and complex licensing 

dependencies are no longer required for any of the services offered by AWS. The other charging 

model that implies reserved instances is applied to services like EC2 and Amazon Relational 

Database Service (RDS). Specifically, the customer can reserve resources paying all upfront, partial 

upfront or no upfront. Moreover, the larger is the upfront payment, the greater is the discount. As an 

example, if an EC2 m4.large instance is reserved for one year with an all upfront payment, it will have 

a discount of 43% compared to the on demand cost. 

Azure does not make easier for customers to analyze the cost of the services. Similarly to AWS, it is 

possible to pay for only what is used, and to reserve instances and get a discount. In addition, Azure 

has special prices for those who already pay for Microsoft licensed products. The direct rival on pricing 

of Azure is AWS as their prices are very similar. 

In contrast, GCP uses its pricing as a point of differentiation. It aims to offer the lowest prices or more 

user-friendly prices of the three main cloud service providers, while at the same time emphasizing the 

tendency to bill based on exact usage. For example, GCP charges its services by second, which 

means that the moment when the client shuts off a machine is the moment when GCP stops charging. 

One feature that is common to all three vendors and that has value for the customer is having a price 

calculator. This can help the user to calculate what will be the costs for the purchased services. In 

addition, AWS has a tool called Total Cost Ownership (TCO) that allows the customer to estimate the 

cost savings when using AWS comparing to an on-premises infrastructure. TCO gives very detailed 

and graphic oriented data, which can be used in presentations, while also suggesting modifications in 

order to optimize the costs. Table 7 lists some instances for different categories of computing services 

and their prices on demand, along with basic characteristics, such as number of virtual CPU and 

memory. 
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Table 7 – Prices on demand for each vendor and within different computing instance categories [11] [12] [13]. 

Vendor Instance Type Instance Name vCPU 
Memory

(GiB) 
Usage per 

hour 

AWS 

Performance instances that 
provide a baseline level of CPU 
performance with the ability to 
burst above the baseline. 

t2.micro 1 1 $0,0058 

t2.medium 2 4 $0,0464 

t2.2xlarge 8 32 $0,3712 

Latest generation of General 
Purpose instances. Provides a 
balance of compute, memory, and 
network resources. 

m5.large 2 8 $0,096 

m5.4xlarge 16 64 $0,768 

m5.24xlarge 96 384 $4,608 

Instances with good balance of 
compute, memory and network 
resources. 

m4.large 2 8 $0,1 

m4.2xlarge 8 32 $0,4 

m4.16xlarge 64 256 $3,2 

GCP 

Standard machine types, suitable 
for tasks that have a balance of 
CPU and memory needs. 

N1-standard-1 1 3,75 $ 0,0475 

N1-standard-2 2 7,5 $0,0950 

N1-standar64 64 240 $0,6400 

High-memory machine with 6,5GB 
of system memory per vCPU. 

N1-highmem-2 2 13 $0,1184 

N1-highmem-16 16 104 $0,9472 

N1-highmem-96 96 624 $5,6832 

This type of instances have one 
vCPU per every 0,90 GB of 
system memory. 

N1-highcpu-2 2 1,80 $0,0709 

N1-highcpu-16 16 14,4 0 $0,5672 

N1-highcpu-96 96 86,4 $3,402 

Azure 

B-series are performance 
instances that provide a baseline 
level of CPU performance with the 
ability to burst above the baseline. 

B1S 1 1 $0,012 

B2S 2 4 $0,047 

B8MS 8 32 $0,376 

Av2 standard instances have 
similar CPU performance and 
faster disk. 

A1 v2 1 2 $0,036 

A8 v2 8 16 $0,099 

A8m v2 8 64 $0,437 

Latest hyper-threaded generation 
instances of general purpose. 

D2 v3 2 8 $0,096 

D16 v3 16 64 $0,768 

D64 v3 64 256 $3,072 
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2.6.7 Implementation and ease of use 

Following the evaluation of some key features of the available cloud services, this chapter aims to 

provide a better understanding of the user friendly level, ease of use and guidance offered by each 

vendor. 

Figure 5 represents the “getting started” page when the customer is new in AWS. In this case, 

services and technologies can be chosen like Websites and Web applications or writing in PHP, each 

one comprising tutorials, labs for practicing, videos, and a very complete documentation guide. 

 

Figure 5 – AWS getting started page (adapted from [8]). 

 

Similarly to AWS, Azure also has a very detailed start guide with five minute quick start guides and 

tutorials for the various products and technologies offered, as illustrated in Figure 6. 

 

Figure 6 - Azure getting started page (adapted from [9]). 



  

22 
 

 

GCP is no exception when it comes to detailed documentation and quick start guides for each service 

and product. Figure 7 shows the documentation section where all the information needed for getting 

started is. 

 

Figure 7 - GCP getting started page (adapted from [10]). 

 

To conclude, all three cloud service providers have a very accessible and easy way to introduce the 

services and products to the user with tutorials and complete guides. However, because AWS is the 

older vendor in the market, there are more community pages, forums and samples of code online to 

which a new or a more experienced user can access to clarify any doubts. 

 

2.7 EDA in the Cloud 

Software and hardware tools for the design of integrated circuits and systems based on abstraction, 

design methodologies, and software implementations of sophisticated algorithms for verification and 

synthesis are derived from the engineering science denominated Electronic Design Automation (EDA). 

Characterized by the interconnection between theory and applications based on computer science, 

mathematics and physics, EDA contains a set of tools essential for designing and analyzing a modern 

semiconductor chip, which can have billions of components [20]. 

Given an electronic system modeled at the electronic system level (ESL), EDA automates the design 

and test processes of verifying the correctness of the ESL design against the specifications of the 

electronic system. Specifically, EDA takes the ESL design through various synthesis and verification 

steps, and finally tests the manufactured electronic system to ensure that it meets the specifications 

and quality requirements of the electronic system. 
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EDA is composed of a set of hardware and software co-design, synthesis, verification and test tools 

used to check the ESL design, translate the corrected ESL design to a register-transfer-level (RTL) 

and then the RTL design is taken through the synthesis and verification stages in order to ultimately 

lead to the production of a physical design, described in graphics data system II (GDSII) format ready 

for fabrication and manufacturing test.  

To sum up, EDA can be defined as a collection of design automation and test automation tools, where 

quality aspects of the electronic system, such as defect level, test cost or ease of self-test and 

diagnosis, are managed [21]. 

2.7.1 EDA Hardware and Software Requirements and Resistance to the Cloud 

Physical design and physical verification software are examples of compute-intensive EDA 

applications that require such techniques. This computational overhead is further enhanced as 

concurrent design and analysis is needed to avoid design schedule delays. Performing physical 

design and then running a separate physical verification stage is no longer enough. In fact, the 

tendency to increase both design and manufacturing complexity brings greater challenges every year. 

The development of multi-threading and multi-processing capabilities, along with cheaper resources 

such as CPUs usage, leads to a cost-effective solution way to reduce EDA software run times. 

However, delivering the right solution requires new software architectures with flexibility for linear 

scalability across a large number of CPU cores, along with a powerful data model that allows 

concurrency between design and verification [19]. 

In order to define the desired solution for EDA industry, two sections have to be discussed: hardware 

and software. 

Faced with the fact that increasing clock frequency is not sustainable due to power constraints, 

hardware vendors have incorporated parallelism to drive improved performance. Some powerful 

solutions for general computing contemplate multicore CPUs, Graphics Processor Units (GPUs) that 

are highly parallelized or single instruction multiple data (SIMD) machines for a better performance of 

multimedia use. 

Software vendors’ desired solution requires them to effectively use the hardware resources to 

affordably accelerate computation. This implies that a costly custom hardware solution cannot be 

implemented because cost increases when there is the need for a large amount of memory and the 

software is restricted to run only a single machine. 

Even if cloud services are getting more attractive and commonly used, the SoCs industry is still using 

internal clouds (private clouds) or big farms of servers. However, they are usually overproviding with 

much more CPU capacity than needed, and when there is a peak of usage and more CPU power is 

required, they are restricted to their physical hardware. There are two main reasons for EDA 

companies resisting to the cloud, security and data storage.  
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Regarding the storage drawback, the cloud handles huge amounts of data, and for example AWS 

implements all video streaming services of Netflix. At first, public cloud appears very affordable, most 

providers charge for the movement of data from and to their cloud, which can exceed the actual costs 

to store data. While Netflix videos may be large, they do not change once they are uploaded. 

Contrarily, the data involved in System on Chips (SoCs) is changing very often, and for the purposes 

of redundancy and performance it may need to be copied to multiple regions. Since many EDA 

programs generate lots of data, data storage costs can be significant in semiconductor design [14] 

[16]. 

Concerning the security issues, the awareness that the data might be stored on physical computer 

and storage resources are being shared with data from someone else is one of the major drawbacks 

to EDA adoption of public cloud. Although this does not mean that access is not restricted, it creates a 

potential path for unauthorized access. EDA typically has very strict security rules in order to protect 

their Intellectual Property (IP). Although security has improved since 2011, in recent years some major 

companies have been hacked, namely: 

 Equifax, one of the largest credit bureaus in the United States (July 2017). 

 eBay, the online auction giant (May 2014). 

 FriendFinder Network, which included casual encounters and adult content websites (October 

2016) [15]. 

These events lead many EDA companies to select a private cloud model, where the physical 

infrastructure, including hardware, storage and networking, are isolated from outside users. Despite 

having an increased security, this option eliminates some of the flexibility because the number of 

servers cannot be increased with a single click to accommodate peak demand changes. 

2.7.2 EDA Solutions Integrated with Cloud Services 

Private cloud solutions have been available for some time in the world of semiconductor design, and 

some EDA companies are offering those solutions in various forms. For example, Cadence Design 

Systems offers both Hosted Design Solutions (HDS) and QuickCycles Service. HDS includes 

hardware, software and IT infrastructure, whereas QuickCycles Service offers on-site or remote-

access to Palladium emulation and simulation acceleration resources. One alternative cloud solution, 

hybrid cloud, is also emerging as an interesting option, where non critical data that is not frequently 

accessed can be stored with very low transport costs in the public cloud [17] [18]. 

Market of public clouds are changing constantly and are becoming more appealing to EDA as new 

improvements may arise. Meeting the growing infrastructure needs of today, while avoiding 

investments that are incompatible with the future cloud migrations, is a major challenge of IT 

administrators. Overcoming this challenge includes selecting a platform that delivers the performance 

and flexibility required from EDA companies and, at the same time, enabling easy migration from 

private to hybrid or even public cloud. Dell EMC Isilon is an EDA proven high performance network 

attached storage platform that provides native connectivity to the most popular public cloud providers, 

including AWS, Microsoft Azure and EMC Virtustream [30]. 
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2.8 Conclusions 

For many years EDA vendors and the semiconductor companies have seen the public cloud as an 

opportunity. Despite of the security concerns slowing down the cloud adoption, it is likely that there will 

be more EDA companies migrating to the cloud. In fact, as the technology evolves, the storage issue 

becomes more irrelevant and the flexibility of new solutions increases. 

In this chapter, Cloud Computing was assessed from its basic definition to the present market situation 

between cloud vendors. Following this analysis, it is easy to conclude that Cloud Computing has 

advantages over traditional computing, also known as based on-premises computing. 

Regarding the service model selection, for the purpose of this thesis it was required full control of the 

processing inside VM and also the versatility of being able to run anything inside the VM. These 

specific needs directed the choice to a more controlled service level, the IaaS being the most suitable 

service model. 

Some conclusions can be taken concerning the three main cloud service providers (AWS, Azure and 

GCP): 

 If an enterprise requires Windows integration or if it is seeking a strong PaaS provider, 

Microsoft Azure would be the perfect choice. 

 If there is a strong emphasis on analytics or if the budget is limited, GCP can be the solution. 

 If a long-lasting reputation is important, and there is the need for IaaS or a wide range of other 

tools, AWS may be the best option. 

In order to do some early tests without the concern of costs all the three vendors could be an option, 

because they have a free tier model. However, having selected IaaS as a service model and due to 

the considerable amount of detailed information and examples over the Internet, AWS was the cloud 

service provider chosen for this work. 
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3 Proposed Solution Architecture 

The final result of this thesis is an application able to run the part of AIDA computing in the cloud and 

subsequently run the proprietary applications (circuit simulator and extraction tools) locally. Different 

cloud services such as computing, database and storage are involved to accomplish and assembly 

the final solution. The proposed architecture works around legal and licensing limitations due to some 

external tools used in AIDA, namely Mentor Graphics’ reference circuit simulator ELDO[26] and layout 

extraction tool Calibre [27], and only AIDA’s layout generation tool AIDA-L is executed in the cloud. 

In this chapter, the architecture of the application is going to be described, including the cloud services 

required to achieve the end result. 

 

3.1 AIDA SOFT, an EDA Case Study 

An analog integrated circuit design automation environment named AIDA is the case study of this 

work. The AIDA project results from several years of investigation by the Integrated Circuits Group 

from Instituto de Telecomunições on circuit optimization and layout generation tools. It implements a 

design flow from a circuit-level specification to a physical layout description and is based on AIDA-C 

[22] and AIDA-L [23], the two in-house tools. 

AIDA-C can be defined as an innovative layout-aware optimization-based methodology for automatic 

sizing of analog Integrated Circuits (ICs). AIDA-L is regarded as the layout generator, and implements 

a fully automated layout generation methodology. A layout-aware synthesis methodology for automatic 

optimization-based sizing of analog ICs is achieved with the integration of AIDA-C and AIDA-L [25]. 

As already mentioned, AIDA is composed by AIDA-C and AIDA-L and its architecture is illustrated in 

Figure 8. The whole process starts with AIDA-C acting on the first half of the design flow. Based on 

given specifications, a sizing optimization is carried out. The sizing consists in the definition of the 

dimension of the components that constitute the IC, such as widths and lengths of the transistors, 

resistors or capacitors, among others. Then, from the sized circuit level description (output from AIDA-

C), the transformation to the physical level is made by AIDA-L. This transformation implies the 

arrangement of the components on the minimum space, and routing the connections between those 

components, while taking into account minimizing the power and size. After this stage is completed, 

an optimized physical design is generated (in GDSII format). Nevertheless, a final validation must be 

carried out to confirm if the initial specifications are met [24]. Finally, results are validated using 

industrial simulators and analysis tools, namely ELDO or CALIBRE. 
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Figure 8 - AIDA Architecture. 

 

3.2 Cloud Computing service model infrastructure 

Regarding the evaluation and conclusions made on chapter 2.8, the service model selected for 

supporting the application is IaaS and the cloud provider is AWS. Figure 9 illustrates the IaaS 

architecture, as well as the levels of control over the multiple cloud assets. With this selected 

architecture the user will have access to applications, data, runtime, middleware and operating 

system, while AWS is responsible for virtualization, servers, storage and networking. 

 

Figure 9 – IaaS service model description. 
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The term instance has been used in the previous chapters without any definition. An instance is a 

virtual computer that runs applications. In this work, the used instances are for computational and 

database applications: EC2 instances and RDS instances, respectively. 

 

3.3 EC2 Elastic Compute Cloud 

Amazon Elastic Block Store (Amazon EBS) is a cloud service that provides block level storage 

volumes for use with EC2 instances. This means that a computing instance is an Amazon EBS-

backed instance. The user is able to determine the Availability Zone where the instance will run, or 

Amazon can specify it for the user. In order to secure an instance to be launched, the user has to 

specify a key pair and a security group. Afterwards, the client must determine the private key of the 

key pair every time he/she wants to connect to the instance. The instance overview architecture is 

represented in Figure 10. 

 

Figure 10 – EC2 instance overview architecture. 

 

Amazon Linux AMI (Amazon Machine Image) is the chosen operating system, in the form of a 

supported and maintained Linux image provided by AWS for use on Amazon EC2. The default image 

includes AWS command line tools, Python, Ruby, Perl, and Java. The repositories include Docker, 

PHP, MySQL, PostgreSQL and other packages. This AMI is eligible for the free tier plan. 

After selecting an AMI, an instance type has to be chosen. The only instance included in the free tier 

plan is the t2.micro. However, as previously stated, there are different types of instances varying the 

number of CPUs and memory. 



  

30 
 

This instance is responsible for the computing of the application, and its implementation will be 

explained in the chapter 4.3. 

 

3.4 Amazon RDS Database 

One of the modules of this application consists in regulating the user access with a login and 

registration mechanism, which requires the support of a database system. The implementation of this 

module will be further detailed in the subsequent chapter 4.2. 

The data to be stored in the database is structured data, because the fields and type of data expected 

are known and predictable. For example, email address, user name and password are three fields that 

expect varchar variables, thus, the most suitable database is a relational database. 

Amazon RDS is categorized as a web service that sets up, operates, and scales a relational database 

in the cloud in a simple way. Cost-efficient, resizable capacity for an industry-standard relational 

database and management of common database tasks are provided by Amazon RDS. 

A DB instance is the basic building block of Amazon RDS. It can be defined as an isolated database 

environment in the cloud, containing multiple user-created databases which can be accessed by using 

the same tools and applications used with stand-alone database instance. 

Each DB instance runs a database engine, MySQL, MariaDB, PostgreSQL, Oracle and Microsoft SQL 

Server engines being currently supported by Amazon RDS. As the AIDA application is built based on 

Java, the database engine MySQL was the one selected due to its compatibility with Java. This engine 

is included in the free-tier plan along with the following features: supports database size up to 16 TB; 

supports automated backup and point-in-time recovery; supports cross-region read replicas; instances 

offer up to 32 vCPUs and 244GiB memory. 

For the purpose of this work, it was required only one table named “user_info” with four fields: 

“user_id” as a primary key, “user_name”, “password” and “user_email”. The schematic view and 

information about the columns is presented in Figure 11. 

 

Figure 11 - Schematic view and information about the columns in the table user_info. 

3.5 Amazon S3 Storage 

One of the main goals of this thesis is to transfer the computational part of the application to the cloud. 

In order to run this computational segment it is required a setup file. In addition, at the end of 
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execution one file containing the results for the simulation is generated in the user local machine. 

Regarding the need for uploading and downloading files into and from the cloud, Amazon S3 is the 

solution for storage in AWS. 

Amazon S3 allows making web-scale computing easier for developers and can be defined as storage 

for the Internet. It has simple web services that can be integrated with java applications and be used to 

store and retrieve any quantity of data, at any time and from anywhere on the web. This service is 

organized in buckets: the user selects san AWS Region and then creates a bucket to/from where the 

user can upload/download any content. The implementation and setup of the Amazon S3 service and 

creation of the bucket will be analyze in Chapter 4.3. Figure 12 illustrates the environment architecture 

of S3 service.  

 

Figure 12 - S3 storage service environment architecture. 

 

Each user of the application has a reserved folder in S3, from/to where the user is able to 

download/upload files. Because the computation takes part on EC2 service and requires the setup file, 

and because at the end the user needs the result file on the local machine, it was necessary to 

develop a connection with the S3 service for moving files between both services. 

3.6 Application with Cloud Services Integrated 

Different AWS services are involved in this work: EC2 for computing, Amazon RDS for database and 

Amazon S3 for storage, as previously described. Furthermore, it is necessary to understand how they 

are integrated into the final solution, as well as the road map for the user to execute the program. 

When the java application is launched, the user has to login or register and then login into the system 

in order to verify its identity, this step using the Amazon RDS services. If successfully logged in, the 

user can select the number of CPUs to run the computational segment of the AIDA in the cloud, 

having previously uploaded the required setup file into the cloud for the execution. The previous 

actions regarding the computing in the cloud are achieved using the EC2 computing services and the 
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S3 storage service. After the computation, the result file has to be downloaded from the cloud into the 

local machine. Subsequently, the user can do the extractions and simulations in the AIDA environment 

locally, as required due to licensing and non-disclosure agreements. 

Moreover, the AIDA standalone application, which is described in Chapter 3.1, is located in the 

Instituto Telecomunicações (IT) server and is also able to do the required computation and simulation. 

Specifically, the IT server can be defined as a private cloud where the AIDA tools work under a private 

environment with physical hardware maintained by the IT investigators. 

An overview of the architecture of the AIDA standalone and the global application and the connections 

within its components is illustrated in Figure 13.  
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Figure 13 - Architecture overview. 
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4 Implementation of a Working Solution 

Based on the conclusions drawn in Chapter 2.8, regarding the advantage of moving the computational 

segment of the application into the cloud, and the architecture presented in Chapter 3, the concept 

was validated by developing a working solution. 

From a technical point of view, the solution consist of two modules: (i) configure and launching the 

AWS services, database, computation and storage, and (ii) the integration of those services with the 

java interface. 

4.1 Interface and Application Structure 

As the AIDA application is written in Java, the modules and interface of this work were also built in 

Java. The interface was built based on a part of the Java Foundation Classes (JFC) named Swing. Its 

purpose is to create window-based applications and, unlike Abstract Windowing Toolkit (AWT) 

Application Programming Interface (API), it is entirely written in Java and, therefore, Swing 

components are platform-independent or also known as lightweight components. 

Aiming to separate the different modules and functions, a tabbed windowed structure was 

implemented, so that different components can share the same space. Four tabs were created: 

“Instructions”, “Login”, “Register” and “Application” as shown in Figure 14. Each tab encompasses the 

actions related with its name. 

 Instructions: this tab contains the user instructions for the correct use of the all application. 

 Login: is the tab where the user can fill the user name and password to be validated. The 

user can also be directed to the Register tab by a suggestive button. 

 Register: similarly to the Login tab, the customer can do the registration, by filling in the email 

address, user name and password. 

 Application: this tab is where the user can transfer files to/from the cloud, execute the 

computation in a selected number of CPUs and launches the AIDA frame to run the 

simulation. 

 

Figure 14 - Tabbed Windowed structure. 
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4.2 Implementation of Login/Registration Database System 

In order to provide a basic level of security to the AIDA application, an authentication is required so 

that the access is restricted to the registered users. Moreover, each user should have a personal 

account, specifically, having dedicated storage space for files or documents. The starting point of both 

previous features is a login and register system, backed up with the database Amazon RDS. 

4.2.1 Launching and Configuration of Amazon RDS Instance 

Launching a database instance is a four step process after the user go to the RDS page and select 

“Launch DB Instance” option. 

Firstly, the customer has to choose an engine as it is shown in Figure 15. In this work the engine 

selected was MySQL database. The second step is choosing a use case based on the purpose of the 

database. The selected use case was “Dev/Test – MySQL” because it was the only one under the free 

usage tier. This second step is represented in Figure 15. 

 

Figure 15 - Launch DB instance step 1- Select DB engine. 

 

Figure 16 - Launch DB instance step 2- Choose use case. 
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Thirdly, the customer has to specify the DB details and settings, according to Figure 17 Instance 

specifications are license model, database version, type of instance and amount of allocated storage 

(20GB). The settings correspond to an identifier of the database instance, a master user name and 

password. 

 

Figure 17 - Launch DB instance step 3- DB specifications and settings. 

 

Finally, the last step regards advanced settings such as network and security, database options such 

as database name and database port, encryption, backup, log exports, monitoring and maintenance. 

All fields were selected as the default, except for the database name, which is “form”, and the log 

exports, where error log were activated. This advanced settings page is partially represented in Figure 

18. 
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Figure 18 - Launch DB instance step 4- Configure advanced settings. 

 

After having launched the Database (DB) instance, the next step is to create a table inside the 

database to store the users’ information. By employing MySQL utility, a connection can be established 

with the DB instance using its endpoint (“sample-instance.curdstcko9sl.eu-west-

2.rds.amazonaws.com”) and running the command specified in Figure 19. 

 

Figure 19 - Command to connect to DB instance. 

 

Subsequently, the user will be prompted to enter the master user password, and can then manage 

and work within the database instance. The users’ fields that are required to save are the email 

address, the username and the password. 

User names and passwords can contain upper and lower case characters and, in order to store it 

consistently in the database and validate with the entered fields from the user when logging in, the 

database has to be case sensitive. In MySQL, a collation is a set of rules that defines how to compare 

and sort character strings. To ensure the collation in use is case sensitive, the commands in Figure 19 
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had to be run, after which the default collation latin1_swedish_ci, where the “ci” stands for case 

insensitive, changed to a recommended case sensitive, the utf8_bin. 

 

Figure 20 - Change for a case sensitive collation. 

 

4.2.2 Implementation and Integration of the Login and Registration System 

The concept map behind the login system starts with the user launching the local application and the 

request for a user name and password to login. If the login is successful, the user will be able to 

access the application section where the actions related with the computation take part. On the other 

hand, if the login fails, either the username or password are incorrect or the user is not registered yet. 

In this situation the user can access the register tab section, where the user is asked to fill an email 

address, username and password, which has to fill some security requirements. Provided that the 

email address and username are still not taken and that the password is valid, the user can register 

with those credentials. 
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4.2.2.1 Register Tab 

The register tab contains three fields: email address, user name and password for the user to fill in 

and a submit button to execute the registration process. The described tab is shown in Figure 21. 

 

Figure 21 - Register tab. 

 

A set of verifications take place within the registration action. The first verification checks if there are 

any blank fields upon the submit action, in case which an alert message appears on the side of the 

unfilled field, as exemplified in Figure 22. 

 

Figure 22 -Register tab unfilled field verification. 

 

The following verification regards the password strength, which has to be medium or strong to be 

accepted. Three levels of password strength were defined and are displayed in the instructions tab: 

 Weak: whenever the number of characters is less than eight. 

 Medium: whenever the number of characters is equal or greater than eight. 

 Strong: whenever the number of characters is equal or greater than eight and exists at least 

one upper and lower case letter and one number. 
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To keep the user informed while the password is being written, the label exhibits the current level of 

strength, as shown in Figure 23. 

 

Figure 23 - Register tab strength level label. 

 

The previous verifications are interface verifications. However, it is necessary to confirm with the 

database system if the email address and the user name already exists, in which case one alert 

message is displayed in the respective label field. This confirmation is achieved by querying the 

database and comparing the values introduced by the user with the existent values inside the table 

“user_info”. The verification with a repeated user name is illustrated in Figure 24. 

 

Figure 24 - Verification of repeated fields with the database. 

 

To connect the java application with the MySQL database, a mysqlconnector.jar is required to be 

loaded into the project using the classpath command. In addition, five variables in the code need to be 

defined: driver, URL (Amazon RDS instance endpoint), database name, user name and password. 

Once the user has introduced the right fields and pressed the submit action, the system checks with 

the database if the information is consistent and, if so, a message indicating that the operation was 

successful appears next to the submit button, as shown in Figure 25. 
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Figure 25 - Register tab with successful message. 

 

Upon a successful registration, an action related with storage occurs. In order to provide a dedicated 

storage folder to each user, upon the registration, one folder is automatically created with the user 

name. However, Amazon S3 data model is a flat structure, meaning that the user creates a bucket 

and the bucket stores objects, with no hierarchy of sub-folders or sub-buckets. In order to overcome 

this flat structure issue, enabling the creation of a folder per user, the customer can infer logical 

hierarchy by using key name prefixes and delimiters as demonstrated in Figure 26. 

 

Figure 26 -Amazon S3 hierarchy. 
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4.2.2.2 Login Tab 

The login tab is similar to the register tab, and the same interface verifications are applied in both. The 

login tab has the purpose of validating the user name and password with the database and, if the 

information matches, the user is successfully logged in. In this tab, the user is asked if he/she is 

already registered, and there is one button named “Register” that takes the user to the register tab, in 

case the user is not registered yet. Figure 27 represents the view of the login tab. There is another 

button named “Go To App” that takes the user to the application tab. However, this button is not 

active, the access not being enabled if the user clicks in the application tab. Only after a successful 

login the user can have access to the application tab. 

 

Figure 27 - Login tab with verification of blank field alert. 

 

As demonstrated in Figure 27, the same verification of unfilled fields is implemented in this tab. The 

credentials validation with database is done by querying the database for a user name value with the 

password value inserted. If the user name does not exist or if the password does not match with any 

of those present in the database table “user_info”, an alert message appears to inform the user of this 

situation, as illustrated in Figure 27. 

 

Figure 28 - Login tab user name and password validation. 
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When the user enters the correct user name and password a successful message appears and the 

button “Go To App” is enabled, this situation being represented in Figure 29. 

 

Figure 29 - Login tab successful execution. 

 

4.3 Implementation of a Computational and Storage Module 

Running the application implies using a setup file and, at the end, getting the result file. In addition, as 

the computation is done in the cloud, it is necessary a storage service in the cloud, as well as to 

develop the functions to connect and transfer files between the local machine and the service. This 

service is Amazon S3, as stated in Chapter 3.5, and the AWS service responsible for Cloud 

Computing is EC2. 

4.3.1 Launching and Configuration of Amazon EC2 Instance 

Launching an Amazon EC2 instance is a simple seven step process, after the user accesses to EC2 

services and selects the “Launch instance” option in the instance area. 

Primarily, the user needs to select an Amazon Machine Image (AMI), which are divided by operative 

system. For the purpose of this work, “Amazon Linux AMI 2017.09.1 (HVM), SSD Volume Type - ami-

dff017b8” was the one selected because its operative system is Linux, compatible with Java and 

MySQL and because it is eligible for the free tier. This first step is illustrated in Figure 30. 
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Figure 30 - Launching EC2 instance, step 1 - Choose Amazon Machine Image. 

 

In the second step, the customer chooses an instance type that suits better the use case. EC2 

provides a wide range of varying combinations of CPU, memory, storage and networking capacity as 

represented in Figure 31. The instance selected for early testing was t2.micro because it is included in 

the free tier plan. However, other instances with more CPUs had to be subsequently launched in order 

to test the gained performance on the computation segment of the application. 

 

Figure 31 - Launching EC2 instance, step 2 - Choose instance type. 

 

The third step consists of choosing the instance details that fit the user requirements, such as 

launching multiple instances, requesting spot instances to take advantage of lower pricing between 

others. In this work, all the options were left as default. An example of this third step is shown in Figure 

32. 
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Figure 32 - Launching EC2 instance, step 3 – Configure Instance Details. 

 

After configuring the instance details, the user has to configure the storage, select the size of storage 

and the volume type or adding new storage volumes. The limit storage capacity for the free tier usage 

is 30GB of EBS General Purpose (SSD). The created instances in this work had the default storage 

value, 8GB, as exemplified in Figure 33. 

 

Figure 33 -- Launching EC2 instance, step 4 – Add Storage. 

 

The fifth step consists of adding a new tag, as demonstrated in Figure 34. A tag can be defined as a 

case sensitive key-value pair. In this step no action was taken. The following step allows the user to 

configure the security, specifically defining what type of traffic can access the instance. In this 

situation, the configuration represented in Figure 35 was used to enable the connection with Secure 

Shell (SSH) and access the instance from other services with Transmission Control Protocol. 
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Figure 34 - Launching EC2 instance, step 5 – Add Tag. 

 

 

Figure 35 - Launching EC2 instance, step 6 – Configure security group. 

 

The final step is the review of all the previous steps and configurations, after which the user can 

launch the instance. This final step is shown in Figure 36. 

 

Figure 36 - Launching EC2 instance, step 7 – Review instance launch. 
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4.3.2 Launching and Configuration of Amazon S3 Storage service 

In order to get started with Amazon S3, the user has to be logged in the AWS account, and a bucket 

can be created in the S3 service in four steps (Figure 37). A bucket is where every objects in Amazon 

S3 are stored.  

The free tier usage allows a customer to receive 5 GB of Amazon S3 storage in the standard storage 

class, 20000 Get Requests, 2000 Put Requests, and 15 GB of data transfer out each month for one 

year. 

 

Figure 37 – Creating S3 bucket, step 1 – Name and Region. 

 

After having selected the bucket name and the region, the second step regards properties 

configuration, which were left as standard (Figure 38). 

 

Figure 38 - Creating S3 bucket, step 2 – Set properties. 
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Setting permissions is the third step for creating a bucket, and public permissions are granted in order 

to enable other services such as EC2 to transfer and copy files from the bucket in S3. This 

configuration is show in Figure 39. 

 

Figure 39 - Creating S3 bucket, step 3 – Set permissions. 

 

The fourth and final step comprises the review of the previous configured settings and, if they 

correspond to the user expectations, the bucket can be created. This last step is represented in Figure 

40. 

 

Figure 40 - Creating S3 bucket, step 4 – Review. 
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4.3.3 Implementation and Integration of Application with Cloud Computing 

Being able to run the computational segment of the application in the cloud brings major advantages 

in terms of costs, maintenance, scalability and performance as it was discussed in the Cloud 

Computing chapter (Chapter 2). A setup file is uploaded into the computing environment, EC2, after 

which the computing segment runs with a pre-selected number of CPUs producing a result file in the 

EC2 environment. The customer will download that result file from the EC2 environment and use it to 

run the simulation in the local AIDA frame. All this actions belong to the “Application” tab. 

4.3.3.1 Application Tab 

The “Application” tab is divided into three sections: “Transfer files”, “Cloud Computing” and “Local 

AIDA GUI”, as illustrated in Figure 41. 

 

Figure 41 -Application tab. 

 

The transfer files section contains two buttons: one button is used to upload files from the local 

machine into the S3 bucket inside a folder with the user name logged in; the other button allows to 

download an object from de S3 environment into the local machine. Both actions, download and 

upload, were implemented using the Java packages “com.amazonaws”, which provide the classes 

that allow a Java application to connect with AWS services, and holds the client classes that are used 

for communicating with Amazon S3. However, they only provide connection between the local 

machine and the S3 bucket, being necessary that the uploaded setup file is inside the EC2 instance, 

and that the result file, which is a by-product of the computing in EC2, is in S3 to be downloaded. 

To solve the connection problem between S3 and EC2, a copy command within the EC2 command 

line system is used. One example of this command is represented in Figure 42, where the file 

scriptEC.sh is copied from EC2 instance to S3, to the “bucket aida-bucket-pb-1” and under the folder 

“biscaia”. 

 

Figure 42 - Command to copy file from EC2 into S3 bucket and folder. 
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When the instances are launched they are configured to run the computation, which includes setting 

the environment with the relevant information and folders. Among these folders and files, is the setup 

file. Therefore, unless the user wants to use a different setup file, the upload file button will not be 

used. When pressed, the Upload file button displays a file chooser, as illustrated in Figure 43. These 

required files and folders were transferred into the instance with the help of a SSH File Transfer 

Protocol (SFTP) named CyberDuck. 

 

Figure 43 – Upload file. 

 

With the setup files and environment ready to compute in EC2, the user has to select the number of 

CPUs to use from a dropdown box, as shown in Figure 44. The number of CPUs available are 1, 2, 4, 

8 and 16, each option corresponding to a different instance with the respective number of CPUs, 

specified in Table 8. 

 

Figure 44 - Dropdown box for selecting the number of CPUs. 
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Table 8 - Number of CPUs and corresponding instances. 

CPUs Instance Name Type of Instance Memory RAM (GiB) Price ($/hour) 

1 t2.micro General purpose 1 Free Tier eligible 

2 c5.large Compute optimized 4 0,085 

4 c5.xlarge Compute optimized 8 0,17 

8 c5.2xlarge Compute optimized 16 0,34 

16 c5.4xlarge Compute optimized 32 0,68 

 

Having the number of CPUs selected the customer next step is to press button “Call Terminal” which 

will execute a local script in a new terminal window. This action is demonstrated in Figure 45. The 

script in a new terminal window gives some instructions for the user to execute after establishing an 

EC2 SSH connection with the command “ssh -i "myAWSKeyLondon3.pem" ec2-user@ec2-35-176-5-

114.eu-west-2.compute.amazonaws.com”. Once the user connects with the EC2 instance, the user 

can run the computing segment using the instructions in the script: 

1.  cd SourceDegenLNA 

2.  time ~/aida-release-folder/bin/aida-cmd --gds_only --use_proc 1 -l pof-short.adz 

In the second command, “proc 1” represents de number of CPUs. So, there is one script for each 

instance, and the script to run is nominated accordingly with the selected number of CPUs in the 

dropdown box. 

 

Figure 45 - Call Terminal action, running a script to connect with EC2 with instructions to run computation. 
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The successful outcome of this computing is the time it took to run and a result file in the EC2 

environment. Regarding the time it took to run there are three times presented to the user: “real”, 

“user” and “sys” (Figure 46). Nevertheless, the “real” is the time field took into consideration. 

 

Figure 46 – Terminal output from computation with time. 

 

Once the result file is inside the EC2 environment, it is necessary to transfer it into the S3 storage, 

after which it can be downloaded by the user into the local machine using the “Open Cloud File” 

button. The command used to move the result file from EC2 into S3 is the same used in Figure 42, 

and the “Open Cloud File” button opens a file chooser where the user selects the local directory and 

name to download the result file, as illustrated in Figure 47. 

 

Figure 47 - Download action and file chooser. 
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The final execution is related with the local evaluation of the generated layouts using the AIDA frame, 

which is launched in the section “Local AIDA” by using the button “Call frame”. The action result of 

launching the AIDA frame is displayed in Figure 48. 

 

Figure 48 – AIDA frame launched from application. 

 

The implemented solution requires the user to employ different mechanisms to transfer data, such as 

(i) Cyberduck a client for SSH File Transfer Protocol and (ii) terminal commands. Specifically, these 

mechanisms are used in the following situations: 

(i) To upload files directly from the local machine to EC2, namely the setup files to run the 

computation process. 

(ii) To transfer data from EC2 computation service and S3 storage service when the user 

needs to store the result file from computation in S3, and when the EC2 environment 

requires any file from S3. 

To make the application more user friendly, the tools required for transferring data should be 

integrated within the API. However, this thesis is a work of concept proof, a more detailed and 

functional API being a major issue to further explore in future work. 
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5 Case Study 

After having implemented the architecture solution to integrate AIDA and the cloud, several tests were 

executed varying the number of CPUs. The results regarding the runtimes obtained for each test 

performed are here described. Runtimes of the AIDA standalone solution and the AIDA integrated with 

the cloud were tested with examples of different complexity level. 

Two examples were used to analyze the performance of the solution: (i) Low Noise Amplifier (LNA) 

[29] and (ii) operational transconductance amplifier biased by two folded voltage-combiners (FVCOTA) 

[28]. 

5.1 Low Noise Amplifier (LNA) 

In the first example, the design of the layout of a Low Noise Amplifier (LNA) is used. Figure 49 

represents the LNA topology, which is a source degenerated topology. This LNA design is supposed 

to operate in the industrial scientific and medical band of 2,4 – 2,5 GHz and VDD=1.5V. 

 

Figure 49 – LNA source degenerated topology. 

 

A layout-corner-aware optimization methodology was used in the original paper to demonstrate the 

achievable results of the topology. This strategy implies that AIDA_L [23] performs the circuit layout 

and an automatic detailed routing is executed in order to obtain the layout for all solutions in the 

Pareto optimal front (POF) showed in Figure 50. The LNA POF represents the best LNA trade-offs 

between the circuit specifications for the considered technology, topology and frequency of operation, 

and one of the layouts obtained is illustrated in Figure 51. 
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Figure 50 –LNA POF obtained with layout-corner-aware optimization. 

 

Figure 51 – Layout design of the LNA obtained with layout-variability-aware optimization. 

 

In this work, layout generation, done by AIDA-L, was executed in the cloud, instead of locally. As 

shown in Table 9, this is a basic example with short runtimes. The runtime with two CPUs is 21 min 47 

sec and when four CPUs were used the runtime was 10 min 59 sec, meaning that the time was 

reduced exactly to half. When tested with eight CPUs the run time was 5 min 58 sec, which 

corresponds to 54% of the time obtained using four CPUs. Finally, when performing the test with 

sixteen CPUs, the runtime was 3 min 26 sec, which is 57% of the runtime with half (eight) of the 

CPUs. The standalone solution performed better than the cloud integrated solution and the runtime 

with two CPUs was 33% faster. 

Table 9 – Runtimes with example LNA. 

CPUs Instance Name Runtime (minutes) 

2 standalone 14’ 16’’ 

2 c5.large 21’ 47’’ 

4 c5.xlarge 10’ 59’’ 

8 c5.2xlarge 5’ 58’’ 

16 c5.4xlarge 3’ 26’’ 
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These results display an obvious relation in the runtimes with the number of CPUs used: when the 

CPUs were doubled, the runtime was almost reduced to half. This proportional tendency is illustrated 

in Figure 52. 

 

Figure 52 – Runtimes in example LNA depending on the number of CPUs used. 

 

5.2 Operational transconductance amplifier biased by two folded voltage-

combiners 

The second circuit example, is represented in Figure 53 and consists of the operational 

transconductance amplifier (OTA) biased by two folded voltage-combiners presented in [28], it was 

designed to operate from 1,2 V to 0,9 V voltage sources. 
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Figure 53 - Electrical scheme of the proposed folded VC biased OTA. 
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The output swing of the amplifier is maximized due to the non-existence of cascode devices stacked 

at the output nodes. Biasing current-mirrors are required for the fully-differential folded VC structure as 

Figure 54 illustrates. 
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Figure 54 - Common-mode feedback circuit for the folded VC biased OTA. 

Running AIDA allow the automatic optimization of the circuit at sizing and layout level [25] and 

therefore the most competitive design solutions can be achieved and the tradeoffs between the 

energy-efficiency and low-frequency gain in the design of the OTA can be explored. Again output of 

AIDA sizing tool is a Pareto optimal front of feasible circuit solutions, representing a set of sized and 

laid out circuits all meeting the specifications but representing different compromises between the 

optimization objectives, providing the largest insight of the circuit under optimization. Figure 55 

presents POF after optimization with corner case considerations. 

 

Figure 55 - AIDA POF after 4000 generations in Typical and 1500 generations in Corners. 
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Again the circuit layout generation was executed in the cloud, and, afterwards, the generated layouts 

can be visualized within AIDA locally as the Figure 56 shows. 

 
Figure 56 –Generated layouts within AIDA. 

 

Listed in Table 10, Table 10 - Runtimes with example FVCOTA.are the runtimes of the FVCOTA 

example, which is a more complex example than the LNA. The run time with two CPUs was 1724 min 

17 sec and when four CPUs were used the runtime was 855 min 24 sec, meaning that existed a 

reduction of 50% in time. When eight CPUs were used the runtime was 486 min 49 sec, 

corresponding to 43% reduction of the time obtained with four CPUs. Finally when the test performed 

with sixteen CPUs, the runtime was 234 min 5 sec, meaning that there was a reduction of 52% 

compared to performing with eight CPUs. 

Table 10 - Runtimes with example FVCOTA. 

CPUs Instance Name Runtime (minutes) 

2 STANDALONE 1106’ 47’’ 

2 c5.large 1723’ 17’’ 

4 c5.xlarge 855’ 24’’ 

8 c5.2xlarge 486’ 49’’ 

16 c5.4xlarge 234’ 5’’ 

 

For this second test, the relation between number of CPUs used and the runtime is represented in 

Figure 57. It shows similar scaling as with the previous example. While for a single user the 

improvement of using the large amount of CPUs provided in the AWS seems to stagnate, in a multi-

user scenario the advantages of having the scalable infra structure are immense, as it prevent over 

providing of local infrastructure while still providing good performance for each user. 
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Figure 57 - Runtimes in example FCVOTA depending on the number of CPUs used. 
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6 Conclusions and Future Work 

6.1 Conclusions 

Over the past years great advancements occurred in computing technology, as the cloud has matured 

and companies became more confident in the technology’s security and more aware of what cloud 

can offer in terms of capabilities, convenience and cost savings. Cloud services can be regarded as a 

solution for the EDA industry. In fact, this work validated that AIDA, an EDA application, can be 

integrated with AWS, having the entire computational segment running on EC2 machines, with various 

combinations of CPUs and memory, depending on the complexity of the task or the time constraint. 

The conceptualized architecture was focused both on authenticating a user and on computing 

performance. Due to the low processing capacity of the instance included in the free tier usage, 

instances with more CPUs and memory were purchased to obtain valuable testing results. This work 

also proved how easy and more advantageous is to scale up from a machine with two CPUs to 

another machine with sixteen CPUs by a fraction of the price, rather than acquiring the whole servers 

and machines. The architecture and implemented solution are modular and atomic, meaning that 

another cloud services and features can be transposed and included. 

Overall, the results of using different instances clearly showed a proportional relation between the time 

of computing and the number of CPUs used. Specifically, the time of execution to perform the 

computation is reduced to half if the number of CPUs doubles. 

The existence of an implemented solution contributes to a better integration between AIDA application 

and cloud services. It also provides an interface for executing tests on different instances with a better 

user experience. Overall, the model can help reducing AIDA development and maintenance costs. 

6.2 Future Work 

Although the work model implemented is functional and increases the computing scalability, it can still 

be enhanced before being effectively considered a reference model for EDA integration with the cloud. 

Namely, several aspects could be further developed regarding: 

 Login and registration system 

Throughout the process of registration and login some issues, such as forgotten password or confirm 

user credentials, can be solved with the integration of an email service. The user should receive an 

email welcoming him/her for registration or with a new password if the old one has been forgotten. 

 Management and payment service of users 

Having multiple users using one common AWS account, it would be valuable to track the computing 

and memory usage of each user and to charge them accordingly. Moreover, based on the ongoing 

consumed cloud resources, the user should be able to forecast how much will be the bill at the end of 

the month. 

 Improve the user interface 

Even though a user interface was implemented for connecting with the instances in AWS, some 

terminal commands were required to run those instances in EC2 environment and to transfer files 
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between EC2 and S3. Although this commands are well documented in AWS, a better user 

experience could be achieved without having to use the terminal commands. In addition, not all users 

might have an IT background, which could increase their difficulty of using the application. 

 Studying and creating a model for storage 

As mentioned in Chapter 2.7.1, one of the major concerns of EDA moving to the cloud is related with 

storage. The necessity of modifying and transfer the same data multiple times has some additional 

costs, and they need to be analyzed to achieve a cost-effective storage model using cloud services. 

 Simulation and extraction in the cloud 

The AIDA application was divided between two sections: cloud and local machine. The cloud section 

is where the computation occurs and the local machine section is where the results from computation 

are used to do the evaluation. Using a simulator provided by cloud would be a great achievement in 

view of completely moving AIDA to the cloud. 

 Environmental and cost-efficiency impact 

The implemented solution in this work allows a more cost-efficient scaling of the computing resources 

in AWS, because new hardware or buying a new datacenter are not required. Additional costs, namely 

those associated with electricity for power supply or for cooling the hardware, as well as paying an IT 

team to maintain and give any required support, could be studied in order to size the energy footprint 

in a standalone AIDA implementation and compare it with the datacenters of AWS, which are 

supposed to be optimized to use energy efficiently and have little impact in the environment as 

possible. 
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